Porting ERO2.0 to exascale GPU architectures
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The Advanced Computing Hubs (ACHs) are five centers of excellence funded by the
EUROfusion E-TASC program to support advanced simulation, modeling, and software
engineering for fusion research [1]. The Barcelona Supercomputing Center (BSC), one of
these ACHs, contributes by testing, optimizing, and improving fusion codes to enhance
portability, performance, data handling, and code coupling across diverse HPC platforms [2].

We present our work on porting and optimizing ER02.0 [3], a Monte Carlo code used to
model plasma-wall interactions and global material migration in fusion devices, for exascale
GPU architectures. ERO2.0 follows three-dimensional (3D) particle trajectories, resolving full
gyro-orbits rather than using the guiding-center approximation, and is implemented in C++
with MPI/OpenMP parallelism. Porting it to GPUs required several nontrivial algorithmic and
software changes.

The new implementation replaces CPU-oriented abstractions with explicit GPU kernels and
unified memory, enabling transparent data access across host and device. Geometry and
transport modules were rewritten using lightweight, flat structures (TrianglePolygon,
QuadPolygon, OctreeNode) organised in Structure-of-Arrays (SoA) layouts to ensure
coalesced memory access. Recursive algorithms such as octree traversal and distance queries
were fully transformed into iterative BFS/DFS kernels, allowing parallel execution across
millions of threads. Object-oriented constructs based on virtual functions and std::vector
containers were removed in favour of type-specific GPU data representations and CUDA-
managed buffers, improving determinism and reducing memory fragmentation.

In addition, a cutoff-aware distance search, A/B CPU-GPU validation framework, and per-
rank diagnostic metrics were developed to verify numerical accuracy and quantify
performance across multiple GPUs. These improvements significantly enhance throughput
while maintaining physical fidelity. The strategies and tools developed here are applicable
beyond ERO2.0 itself to other fusion and plasma modeling codes targeting next-generation
HPC architectures. Lastly, we present performance and scalability results demonstrating
substantial increases in particle throughput and reductions in runtime on GPU-accelerated
platforms.
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