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Summary
Scenario development is one of the most laborious and challenging fusion operations. The

traditional controllers used for the scenario design and testing—PID controllers for the power
system—need the low-level actuator set values, forcing researches to use trial and error ap-
proaches. Most critically, exploratory optimization is limited, since small modifications to sce-
narios frequently break MHD equilibrium.

This work proposes a novel deep reinforcement learning (RL) framework using the Soft
Actor-Critic algorithm [4] to train dynamical controllers that automatically generate robust,
generalizable fusion scenarios. Rather than specifying low-level coil currents, operators may
define high-level plasma performance goals (β , safety factor, poloidal flux consumption mini-
mization) and get a scenario satisfying the constraints and having the target metrics optimized.
Technical Approach

The RL controller regulates the fundamental parameters defining a scenario (plasma shape,
position, plasma current, and strike point coordinates) by directly mapping plasma state (MHD
equilibrium, kinetics profiles, power system state) to magnetic controllers’ next values using an
artificial neural network. The actions generated by the controller are sent to NSFsim [2], the
fast Grad-Shafranov and 1D transport solver which simulates plasma evolution in a real fusion
device.

A key feature of our approach is the realistic operational starting point: all scenarios begin
from a small limiter plasma (either inner wall limited or outer wall limited) with low current,
then evolve according to target waveforms. This means the controller can take over hundreds of
milliseconds after the breakdown and reach the target state optimally. We define optimality in
terms of maximum conservation of dI/dt for ohmic heating and poloidal flux consumption.

The reward function for RL algorithm is calculated as softmax of several components: shape
accuracy (MAE of pivot points distance to targets), X-point accuracy (distance to target coordi-
nates), Ip accuracy, poloidal flux time derivative (the less the better), average density.
HPC Implementation and Scalability

Training is implemented via Ray, a distributed ML framework [3]. The architecture separates
GPU-based model updates from CPU-based parallel environment execution: four 96-core nodes
run 50–100 worker processes populating the replay buffer, while models’ updates execute on a
single GPU node. We collect most of the speed up by scaling to 50–100 workers.
Advantages and Impact

This RL based device-agnostic approach enables interactive scenario exploration across dif-
ferent tokamak configurations through straightforward retraining. Controllers transform sce-
nario development from time-consuming manual optimization to rapid exploration of design
variations.

Beyond research efficiency gains, this work has immediate implications for reactor design
studies, and the development of advanced control strategies for future fusion power plants.
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