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Lessons learned from algorithmic transformation



The ERO2.0 Code (Context)

ERO2.0:

 Type: Critical Monte Carlo simulation code.

 Purpose: Plasma-wall interaction and global material migration.

 Physics: Full 3D particle trajectories with gyro-orbit resolution.

 Initial Implementation: C++ with Hybrid Parallelism 
(MPI/OpenMP), optimized for CPU architectures.
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The Exascale Challenge

The Shift to GPU: A Necessary Re-engineering

 The Goal: Prepare ERO2.0 for Exascale-class GPU architectures

 The Conflict: ERO2.0’s core design clashed with GPU 
constraints:

 Complex OOP Constructs
 Dynamic Memory Management
 Recursive Algorithms (Octree Traversal)

 The Solution: Required a deep algorithmic and software re-
engineering.
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Transformation I: Abstractions and Memory

Pillar 1: Migrating from OOP to Explicit Kernels

• CPU-Oriented: Intensive use of C++ virtual functions and STL 
containers (std::vector).

 Problem: Indirection overhead and non-deterministic 
memory usage in device.

• GPU-Optimized:

 Eliminated virtual functions for explicit CUDA Kernels.

 Replaced dynamic containers with managed CUDA buffers 
(fixed-size).

 Leveraged Unified Memory to simplify memory 
management and stabilize execution behavior.

• Result: Improved determinism and reduced memory 
fragmentation.
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Transformation II: Data Structures (SoA)

Pillar 2: Data Layout Optimization (AoS → SoA)

 Original Data Layout: Array-of-Structures (AoS) (e.g., Particle[N]).

 Problem: Leads to Non-Coalesced Memory Access on the GPU 
(wasted bandwidth).

 New Data Layout: Structure-of-Arrays (SoA) (e.g., X[N], Y[N], Z[N]).

 Rewrote core modules (Geometry, Transport) using lightweight, 
flat SoA structures.

 Key Benefit: Enables Coalesced Memory Access on the GPU, 
maximizing memory bandwidth. This is essential for high GPU 
throughput.
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Transformation III: Parallelizing Recursive Algorithms

Pillar 3: Recursion → Iterative Parallel Kernels

 The Hurdle: ERO2.0 relies on Recursive Algorithms 
(e.g., Octree Traversal, Distance Queries).

 Problem: Recursion is impractical for massively 
parallel GPU execution due to stack pressure and 
divergence.

 The Solution: Full transformation to Iterative BFS/DFS 
Kernels.

 Explicitly manages search state (stacks/queues) in 
GPU memory.

 Impact: Enables large-scale parallel particle searches on 
GPU.
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Geometry Kernel Numerical Validation (Standalone)
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Ensuring Numerical Accuracy and Trust

 Core Question: Did we preserve 
numerical consistency in geometry 
calculations?

 A/B CPU-GPU Validation Framework: * 
Systematic verification of millions of 
distance queries between legacy CPU 
and new GPU kernels.

 Full consistency within floating-point 
precision limits. Maximum deviation ≈ 
10−7 due to FMA rounding behavior. 
Relative error metrics are not used 
near zero-distance impacts due to 
division instability; absolute error with 
machine-precision tolerance is 
reported instead. Physical fidelity 
remains the primary validation 
criterion for the full ERO2 framework 
and is pending integrated validation. 

Particle throughput vs. device architecture (CPU, V100, A100, H100)

(This validation refers exclusively to standalone geometry distance queries, not to integrated ERO2 physics runs.)

Maximum Absolute Error – Standalone Geometry Kernel

BFS/SIMPLE ≤ 1e-7 m (double precision tolerance)
DFS shown for boundary testing only (not production mode)

DFS: stack-depth limitation - Not production configuration

Double precision tolerance (1e-7 m)



Empirical Scaling (Macro)
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 Strong scaling: near-linear 
(2–4 GPUs) in our controlled 
benchmark.

 Estimated serial fraction 
<1% (fit on this dataset).

 Weak scaling: Load 
balancing introduces 
communication overhead in 
sparse regimes; adaptive 
policies under evaluation.

Multi-GPU strong and weak scaling on JURECA-DC

Single-node, 1–4 GPUs, fixed geometry benchmark.

With validated kernels, we 
evaluate performance scaling:

Benchmark scope: standalone distance-query 
workload. Not representative of full ERO2 
time-to-solution.
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Execution Profile & Timeline (Ecosystem)

 Compute-dominant behavior 
observed in isolated geometry 
kernel profiling.

 Reduced device-side 
synchronization overhead 
relative to the initial prototype.

 Total transfer volume: 0.31 GB 
per simulation batch.

Configuration: Kernel = BFS | Fixed physics switches | N = 2,000 (Strong), up to 8,000 (Weak) | time.maxTracingTime = 5e-4 s

Note: this profile refers to the isolated geometry kernel execution. Integrated ERO2 currently remains limited by host-device synchronization overhead.
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 Measured arithmetic 
intensity ~0.78 FLOP/B 
(Nsight Compute)

 Bandwidth bound 
dominates; optimization 
focus: coalescing + 
queue/state locality.

 Next steps: compare 
measured bandwidth against 
theoretical peak.

Roofline Model (Micro)

Geometry Kernel Roofline (Standalone)



Conclusions:
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 What has been demonstrated:

 Standalone geometry module CPU–GPU consistency within FP tolerance

 Kernel-level scalability under controlled workload

 What remains to be demonstrated:

 End-to-end ERO2 physics validation (CPU vs GPU)

 Full time-to-solution speedup in ITER/DEMO-scale cases

 Removal of host-device communication bottleneck
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Thank you
Questions?
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