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The           Code

HPC

Numerical Methods

• Written in Fortran 90/95, with some extensions 

in C/C++

• MPI + OpenMP parallelization

• Direct Solvers: MUMPS, STRUMPACK, PaStiX

• NOW RUNNING ON GPUs

• 2D G1 Bézier FE (poloidal)

• Fourier expansion (toroidal)

• Fully implicit time stepping

• Iterative GMRES solver

• Physics-based preconditioning

• Non-linear extended MHD

• Kinetic extension

• Realistic tokamak X-point geometries, 

sheath boundary conditions, resistive wall 

effects, two-fluid effects and neoclassical 

flows 

Physics​

Simulation of several type-I ELM 

cycles in the ASDEX Upgrade 

tokamak with JOREK.
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Runaway Electrons in Fusion Plasmas

Electron Cyclotron 

Plasma Wave

≤ psec

RF Heating Lower 

Hybrid Wave

≤ nsec

MHD

~ µsec

Driftwaves

~ 10 µsec

Resistive 

MHD Trapped 

Particles

~ sec

In large-current tokamaks, the loss of plasma 

confinement in a so-called disruption can 

generate highly energetic runaway electrons 

(REs), which can pose a serious threat to 

plasma-facing components.

C-Mod SXR signal cables damaged by a RE strike.

• Simulating plasma dynamics presents a significant 

challenge due to its inherently multiscale nature.

• Standard MHD fails to capture the microscopic 

dynamics of individual particles. To address this, 

JOREK employs a hybrid fluid-kinetic approach.

REsA Multiscale Problem

Electron Cyclotron 

Plasma Wave MHD
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JOREK Hybrid Fluid-Kinetic Scheme
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Fluid Timestep

Figure: Illustration of the cylindrical

            coordinate system used in JOREK.

Integrate weak 

form.

Sort by toroidal 

derivative 
𝜕

𝜕𝜙
.

Perform FFT to 

obtain element 

matrix 𝐀𝐤.

Add 𝐀𝐤 to the global matrix 𝐀.

Matrix is Reordered/Re-

assembled by toroidal 

harmonics.

Blocks are factorized using 

MUMPS/

STRUMPACK/PastiX.

Poloidal Plane 𝑅, 𝑍  with 

single element highlighted.

*not at every timestep

Resulting preconditioned linear system:

Iterative solver:

GMRES / BiCGStab

JOREK Domain Reduced MHD Equations

Matrix Assembly Preconditioner Blocks* System Solve

𝑒𝑘
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Runaway Electrons Evolution

1. Interpolate the electromagnetic 

fields at the particle position.

2. Compute the coupling terms and 

accumulate them onto the grid.

3. Push the particles in phase space:

4. Find the new particle element and 

local coordinates.

REs Time Stepping



G P U  A C C E L E R AT I O N  O F  R E  H Y B R I D  F L U I D - K I N ET I C  S I M U L AT I O N SM A X - P L A N C K - I N S T I TU T F Ü R  P L A S M A P H Y S I K  |  E D O A R D O  C A R R À  |  F E B R U A RY 2 4 T H ,  2 0 2 6 7

Need for GPU Acceleration

A Computationally Expensive Problem

Why GPUs? Challenges

Simulating REs requires extremely large particle counts and 

time steps, making them computationally prohibitively expensive 

on conventional CPU based architectures.

• Reduce simulation time.

• Enable a broader and more detailed exploration of 

the parameter space.

• REs simulations are highly suited for GPUs due to their 

embarrassingly parallel workload.

• Aligning with the evolving hardware standards of 

modern supercomputing centers.

• Large legacy codebase

• Large active international 

community (50-80 users)

• Coordinating multiple parallel 

development branches 

• Maintaining a single, portable 

codebase for all hardware



OpenMP offloading is a powerful tool for 

porting existing CPU code to GPUs, offering:

• Minimal changes,

• Portability across different hardware 

architectures.

Nevertheless, it has some limitations:

• Limited control over GPU resources,

• Limited compiler support (especially for 

Fortran).
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Why OpenMP Offloading?

One Codebase, Multiple Architectures
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GPU Implementation Overview
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GPU Fluid Implementation

v

Grouping of elements either 

serially or by coloring based 

on adjacency*.

Parallel assembly of all element 

matrices of all elements of a group.

Parallel addition to the global 

matrix with or without 

synchronization.

OpenMP 1 Thread / DoF

+ batched cuFFT/ rocFFT

Accelerated matrix-vector 

product using BSR format using

1. Custom Kernel

2. CuSparse / rocSparse

Block-COO to Block-CSR 

mapping

PC Blocks 

factorized on 

CPU

*Presently most simulations use the serial grouping with 

synchronization

OpenMP 1 Thread / DoF

Matrix Assembly Iterative Solver
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GPU Kinetic Implementation

Different optimization strategies have been implemented:

• Refactoring of the feedback layout.

• Optimization of memory access patterns during interpolation.

• Hybrid GPU + CPU implementation.

• Particle sorting by element: Global and SIMD lane-level sorting 

to improve coalesced memory access.

Optimization

Adapt the code and its 

data structures for GPU 

execution using OpenMP 

offloading (NVIDIA GPUs 

only):

• AoS → SoA.

• Remove unsupported 

constructs by the 

NVFortran compiler.

• Introduce atomic 

operations during the 

accumulation step.

GPU Porting
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Computing Infrastructure

PITAGORA VIPER

Operated by CINECA MPCDF

Partition Booster GPU

Nodes 168 300

Processing units 2x 32 cores Intel 

Emerald Rapids 6548

2x 24 cores AMD 

Instinct MI300A 

Accelerators 4x NVIDIA H100 94GB 

HBM2e

Integrated APU 

architecture

Software stack NVHPC 24.9, CUDA 

12.6, HPCX MPI 2.20

AMD LLVM 22.2, RocM 

6.4, OpenMPI 5.0
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Verification - 3D linear tearing mode benchmark

Simplified Tokamak Geometry

Bergström et al., 2025

640 elements • 106 particles • 120,967 kinetic timesteps  

GPU CPU

Nodes 6 6

GPUS/Cores 24 384

MPI tasks per node 4 4

OMP threads per task 16 16

Kinetic Energy

Magnetic Energy

Simplified Test Case
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Performance Benchmark: Fluid Scaling

PITAGORA (NVIDIA)

VIPER (AMD)

(1) (2)

GPU CPU GPU CPU

Nodes 1 1 1 1

GPUs/Cores 4 64 4 64

MPI tasks per node 4 4 4 4

OMP threads per 

task
16 16 16 1

Toroidal resolution 7 7 - -

Poloidal 

Resolution
- -

10,000 

elem.

10,000 

elem.

Fluid Time Stepping

(3) (4)

GPU CPU GPU CPU

Nodes 1 1 2 2

APUs/Cores 2 24 4 48

MPI tasks per node 2 2 2 2

OMP threads per 

task
16 16 16 16

Toroidal resolution 7 7 - -

Poloidal Resolution - -
6,400 

elem.

6,400 

elem.
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Performance Benchmark: Kinetic Scaling

JET-like Geometry

Shot #95135 (Reux et al., 2021)

10240 elements • 107 particles

120,967 kinetic timesteps

Ordered Unordered Baseline 

Nodes 6 6

GPUs/Cores 24 384

MPI tasks 

per node
4 4

OMP threads 

per task
16 16

PITAGORA (NVIDIA)

Kinetic Time SteppingProduction Test Case
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Performance Benchmark: Strong Scaling

JET-like Geometry

Shot #95135 (Reux et al., 2021)

10240 elements • 107 particles

120,967 kinetic timesteps

GPU CPU

GPUs/Cores per 

node
4 32

MPI tasks per node 4

OMP threads per 

task
16

Toroidal resolution 7

PITAGORA (NVIDIA)
Fluid Time SteppingProduction Test Case

Kinetic Time Stepping
PITAGORA (NVIDIA)

GPU CPU

GPUs/Cores per 

node
4 32

MPI tasks per node 4

OMP threads per 

task
16

Toroidal resolution 15



Performance on AMD MI300A APUs:

• JOREK reallocates the (large) global matrix at each time step

▪ “First touch penalty” with HSA_XNACK=1.

▪ Subsequent kernels are fast but overall tradeoff is not worth it.

▪ Turning unified shared memory of and HSA_XNACK=0 allows 

for better performance.
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Running on USM Machines
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Global Simulation Speedup

Kinetic evolution (98.4%)

GEMV (0.38%)

Matrix construction (0.46%)

Preconditioner (0.17%)

Initialization + I/O (0.54%)

7509 s 295 s 

25x

GPU CPU

Nodes 64 16

GPUS/Cores 24 1024

MPI tasks per node 4 4

OMP threads per task 16 16

Production test case – JET

5 timesteps

107 particles, 10,240 elements and 15 toroidal harmonics.

PITAGORA (NVIDIA)
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Conclusions and Outlook

82% 

PORTED

Kinetic evolution (78.4%)

GEMV (1.22%)

Matrix construction (1.9%)

Preconditioner (4.48%)
Initialization + I/O (13.71%)

Results

Outlook

Production test case – JET

5 full timesteps

107 particles, 10,240 elements, 15 

toroidal harmonics, 6 GPU nodes 

on PITAGORA, 64 GPUs

• Enhance the physics-based preconditioning 

step.

• Explore HIP for cross-platform portability.

• Port new particle dynamics (RE avalanche).

• Achieved ~25x global speedup on 

production-case tests.

• Successfully verified GPU implementation 

against CPU baseline.

• Demonstrated excellent strong scaling.
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