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General Overview

The work revolves around TRIMEG [5, 7, 8, 9, 4], a gyrokinetic code to
simulate plasma instabilities in tokamak geometry. Based on a particle-
in-cell approach combined with a C1 continuous FEM formulation using
triangular elements [6].
The gyrokinetic framework averages over the small scale particle gyration
around magnetic field lines.

1: Tokamak magnetic field [2] 2: Particle gyromotion [3] 3: Whole volume mesh [4]

M A X P L A N C K I N ST I T U T E FO R P L A S M A P H YS I C S G I O R G I O DA N E R I , Z H I X I N LU , M AT T H I A S H O E L Z L F E B R UA RY 2 4 , 2 0 2 6 G P U AC C E L E R AT I O N A N D P O RTA B I L I T Y O F T H E T R I M E G C O D E
FO R GY R O K I N E T I C P L A S M A S I M U L AT I O N S U S I N G O P E N M P 3



General Overview

The work revolves around TRIMEG [5, 7, 8, 9, 4], a gyrokinetic code to
simulate plasma instabilities in tokamak geometry. Based on a particle-
in-cell approach combined with a C1 continuous FEM formulation using
triangular elements [6].
The gyrokinetic framework averages over the small scale particle gyration
around magnetic field lines.

1: Tokamak magnetic field [2] 2: Particle gyromotion [3] 3: Whole volume simulations [4]
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General Overview

Motivations:
• Simulations are computationally expensive and limited to CPU hardware ⇒ acceleration on

massively parallel GPU architectures
Objectives:

• Implement a GPU-accelerated version that is not bound to a specific vendor
• Achieve a portable solution on AMD and NVIDIA platforms
• OpenMP chosen methodological approach, used to offload code hotspots to GPUs
• Challenge of overcoming compiler limitations by performing feature exploration
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Structure of the TRIMEG code

• Developed in Fortran
• Pervasive use of the Object-Oriented Paradigm

(OOP)
• Use of polymorphism ⇒ Fortran compilers for

GPU offloading offer limited support for this
feature

• Codebase of ≈ 14000 lines, excluding external
libraries

• MPI parallelization to achieve scalability and
multi-node execution on HPC architectures

• Absence of OpenMP multithreading parallelism

Start RK4 Substep

Calculate Current

Ampere Solver

Iterative Ampere Solver

Calculate Density

Poisson Solver

Ohm Solver

Push Particles

Push Symplectic A

End RK4 Substep

Pullback
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GPU offloading with OpenMP

Advantages:
• Easy-to-implement solution based on compiler directives
• Minimal theoretical impact on the existing code structure
• Portability on different architectures (AMD, NVIDIA)

Disadvantages:
• Feature implementation strongly depends on the compiler ⇒ code restructuring is needed (> 70%

time spent in debugging)
• Different clusters have different architectures, or different compiler versions ⇒ portability might be

hindered
• No low-level control of memory transfers, kernel scheduling, and shared memory optimizations ⇒

abstraction limits performance
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Contributions of this work

• Code compilation on target architectures
• Parallel development on NVIDIA and AMD platforms ⇒ minimize code divergence to achieve a

single, portable solution
• Implementation of GPU kernels with OpenMP offloading
• Debugging to solve undefined behaviors or unimplemented features
• Performance evaluation metrics:

– Kernel profiling
– GPU parameter exploration
– Single kernel speedup
– Multi-node scalability studies

• Validating physical results with benchmark cases from gyrokinetic literature
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Kernels to be offloaded

Preemptive evaluation of the most computational
expensive sections.

Pusher kernel: offloading of the particle push
procedure, including resolution of gyro centers’
equations of motion. In realistic simulations takes
≥ 50% of total execution time. Tens of functions
need to be device-callable, involves several
thousands of lines.

Smaller kernels for grid-to-particle (G2P) operations
needed in pullback treatment, particle density
calculation, and distribution function
interpolation, same structure.

Start RK4 Substep

Calculate Current

Ampere Solver

Iterative Ampere Solver
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Individual Kernel Analysis (AMD)

Kernel performance versus MPI parallelism ⇒ assess how oversubscription of GPU resources affects
execution time. Workload size 106 electrons [1].

1: Pusher kernel on GPU node with 2 AMD MI300A (USM) vs. CPU node with 2 AMD EPYC 9754.

#MPI Procs Viper GPU (s) TOK CPU (s) Speedup
1 0.163 38.6 237

max* 0.102 0.334 3.3
*24 cores/socket on GPU node, 128 on CPU node

2: G2P kernels on GPU node with 2 AMD MI300A (USM) vs. CPU node with 2 AMD EPYC 9754.

#MPI Procs Viper GPU (s) TOK CPU (s) Speedup
1 0.0334 8.96 268

max* 0.0362 0.0737 2
*24 cores/socket on GPU node, 128 on CPU node
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Individual Kernel Analysis (NVIDIA)

3: Pusher kernel on GPU node with 4 NVIDIA H100 vs. CPU node with 2 AMD EPYC 9754.

#MPI Procs Pitagora GPU (s) TOK CPU (s) Speedup
1 0.111 38.6 348

max* 0.100 0.334 3.3
*32 cores/socket on GPU node, 128 on CPU node

4: G2P kernels on GPU node with 4 NVIDIA H100 vs. CPU node with 2 AMD EPYC 9754.

#MPI Procs Pitagora GPU (s) TOK CPU (s) Speedup
1 0.0897 8.96 100

max* 0.0393 0.0737 1.9
*32 cores/socket on GPU node, 128 on CPU node
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Individual Kernel Analysis - Increased workload

Scale up the workload to size 32 · 106 electrons.

5: Pusher kernel on GPU node with 2 AMD MI300A vs. GPU node with 4 NVIDIA H100 vs. CPU node with 2 AMD
EPYC 9754.

TOK CPU (s) Viper GPU (s) Speedup Pitagora GPU (s) Speedup
3.22 0.421 7.6 0.319 10.1

*24 cores/socket on AMD GPU node, 32 on NVIDIA GPU node, 128 on CPU node

6: G2P kernels on GPU node with AMD MI300A vs. GPU node with 4 NVIDIA H100 vs. CPU node with AMD EPYC
9754.

TOK CPU (s) Viper GPU (s) Speedup Pitagora GPU (s) Speedup
0.781 0.337 2.3 0.211 3.7

*24 cores/socket on AMD GPU node, 32 on NVIDIA GPU node, 128 on CPU node
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Strong Scaling: significant speedup of particle pusher

Overall code performance for a workload of 32 · 106 electrons and 106 ions [1].

4: Strong scaling on Viper GPU (2x AMD MI300A with USM, 24c) vs. TOK (2x AMD EPYC 9754 128c). The
GPU-accelerated portion is push_g2p
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Ion temperature gradient driven instability - Electromagnetic Cyclone
Case

Cyclone benchmark case to validate GPU implementation against original CPU code. Scan over toroidal
harmonics for electromagnetic simulation in the low-β limit in a simplified tokamak geometry [1].

5: Energy growth rate comparison of GPU version executed on Viper vs. CPU version executed on TOK.
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Summary and outlook

Summary: significant speedup of particle pusher
• Implemented a GPU-accelerated version of the TRIMEG code that is portable on AMD and NVIDIA

architectures
• Compiler limitations for Fortran OpenMP offloading required extensive debugging
• GPU implementation correctly reproduces physical results of benchmark simulations
• Optimal GPU performance cannot be achieved with a hybrid MPI/OpenMP offloading strategy, but

significant speedup can still be achieved
Outlook: C++ translation for broader GPU support

• Manageable codebase allows for a full porting to C++, aiming at better exploiting OpenMP GPU
offloading features

• Expansion towards stellarator geometries
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